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Abstract In software projects involving large and often
distributed teams, requirements evolve through the collaboration of many stakeholders, supported by online tools
such as mailing lists, bug tracking systems, or online discussion forums. In this collaboration, requirements typically evolve from initial ideas, through clarification, to the
implementation of a stable requirement. Deviations from
this expected course might indicate requirements that are
poorly understood, need further negotiation, or better
alignment with project goals. If not addressed timely, such
problems can surface late in the development cycle with
negative consequences such as rework, missed schedules,
or overrun budget. This paper presents an approach that
provides project managers’ with timely awareness of such
requirements-related risks, based on automatic analysis of
stakeholders’ online requirement communication. We
describe a clarification classifier that automatically analyzes requirements communication in a project and detects
clarification events, a catalog of clarification patterns, and
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a pattern matcher that suggests communication patterns
based on our pattern catalog. Our approach has been
empirically constructed and evaluated in a case study in the
IBMr Rational Team Concertr project. We discuss the
applicability of our approach in other projects as well as
avenues for extending our pattern catalog toward a theory
of clarification patterns.
Keywords Requirements clarification patterns 
Distributed requirements engineering  Communication of
requirements  Continuous requirements engineering

1 Introduction
Today, it is generally expected that software products will
evolve as their users’ needs change over time. Requirements gathering, refinement, and negotiation are humancentered activities and dependent upon communication
between diverse stakeholders [28] who work together to
acquire a shared understanding of the requirements and to
manage customer expectations [4]. While stakeholder
engagement provides developers with useful insights that
ultimately enable them to develop a product that meets
their needs, it can also result in heated discussions, misunderstandings, disagreements, and dead-end threads, all of
which can lead to stagnation and/or failure to achieve
consensus and move the project forward.
Situations like these create new challenges for organizations that want to effectively manage the customer-oriented process of discovering and evolving requirements.
Software engineering research can therefore support practitioners with methods to analyze discussions around
requirements as well as to identify holdups and opportunities for improvement.
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In this paper, we present an approach that analyzes the
communication that occurs between stakeholders as they
discuss specific requirements. We identify specific instances of clarifying communication, and provide techniques to
examine the trajectory of clarifications (i.e., amount and
progression) throughout the lifetime of a requirement. Our
practical goal was to identify requirements discussions that
show inordinate amounts of clarification with little sign of
moving toward resolution, therefore to support managers
identify requirements that show increased project risk and
may require timely intervention.
Figure 1 shows two distinct and quite different possible
trajectories of clarifying communication in the lifetime of a
requirement (from inception through phases of its development). While one would expect clarification to diminish
as implementation of a requirement nears the end (solid
line trajectory), its predominance throughout the requirement’s life may be indicative of problematic requirements
(dashed line trajectory). To apply our approach, we
developed a method for the semi-automated analysis of
discussions about requirements in an industrial case study
at IBM, as well as automated classifiers of communication
and trajectories of communication. In our case study, a
catalog of six clarification patterns emerged.
The contributions of this work include:
1.

2.

3.
4.

an approach to analyze requirements clarifications over
time as well as supporting tools that can be used by
project managers to manage and monitor their
progression,
an automatic clarification classifier that identifies
instances of clarification in requirements-related discussions based on a classification schema,
a catalog of clarification patterns as developed in our
industrial case study, and
an automatic pattern matcher that indicates the category of a requirements clarification trajectory based on
our pattern catalog.

Our contributions are applicable to projects in which
requirements discussions involve various stakeholders
(e.g., developers, managers, sales, end-users, customers),
and where there is some record of requirements-related
discussion in online repositories (e.g., issue trackers or
requirements management tools that support tracking of
discussions relevant to particular requirements). The clarification patterns we have identified, and the supporting

Fig. 1 Trajectories of requirements communication
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classifiers we present, equip managers with a tool that helps
them to identify problematic requirements, so that they can
monitor discussions and work with stakeholders to reach
consensus. Managers could then take action, for example,
deciding to call face-to-face (or online synchronous)
meetings to discuss the requirement and resolve open
issues. Organizational learning could also be triggered, for
example, by further training developers in requirements
analysis, encouraging early discussion of aspects, or
employing new strategies to systematically deal with customer feedback in online repositories. Project managers in
large, distributed projects particularly benefit from our
approach. Maintaining a current, up-to-date view of
requirements development and their associated discussions
is very difficult when the many involved stakeholders are
distributed and likely benefit from minimum synchronous
communication.
The paper is organized as follows: we first discuss our
approach to analyze and classify clarifications in requirements discussions in Sect. 2. Section 3 describes the case
study in which we empirically constructed the clarification
classifier and a pattern matcher and in which we applied
both to derive a catalog of six clarification patterns. We
evaluated our classifier and pattern matcher analytically by
measuring its accuracy on the IBM dataset and also discussed the value of the six patterns through semi-structured
interviews with IBM developers and managers. Our
approach, the pattern catalog, and the clarification classifier have been originally introduced in our earlier article
[25]. This paper additionally describes (1) a refined clarification classifier in which we used additional classification
methods for improved results, (2) the automated pattern
matcher and its evaluation, (3) the qualitative evaluation of
our approach with IBM managers as well as (4) a discussion of potential extensions of our catalog of clarification
patterns that is broader and more generalizable to other
research projects.
In Sect. 4, we discuss implications for research in
developing a larger and more complete set of clarification
patterns. In Sect. 5, we reason about the extent to which
practitioners can reuse clarification classifier and pattern
matcher in their projects.

2 Analysis of requirements clarifications
and an approach to support it
At the initial formulation of a requirement, its discussion
focuses on clarifying the requirement, e.g., removing
ambiguities or gathering more information about the
stakeholders and their goals. The communication in the
later stages of the project may relate to coordination
actions as developers implement the requirements and
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supposedly have a better understanding of the requirement.
One would expect that in a successful implementation of a
requirement, the amount of requirement clarification would
diminish as its implementation nears the end. A requirement for which stakeholders continue to have significant
clarification communication in later stages of a project
indicates problems and a high risk to either stagnate or to
prove being entirely not feasible.
Our approach is to analyze the clarification of requirements throughout their lifecycle. The definitions in our
approach are shown in Table 1. Based on a classification
schema (outlined in Table 2), we develop a method for
analyzing requirements discussions and automatically
identifying patterns of clarification communication in a
software project. We describe the concepts of our approach
in the remainder of this section.
2.1 Requirement lifecycle and clarification
New requirements for software systems can originate from
a number of sources, including strategic goals of customers, end-user wishes, developer concerns about technical
debt, or considerations from product and sales managers.
Before a requirement can be considered for development, it
needs to be sufficiently clear and in line with strategic goals
for an iteration, which can result in ongoing discussions
about the requirement. Once scheduled for an iteration, the
project’s technical team will need to assess how this
requirement fits into the current state of design and architecture of the software system. After this, a number of
specific tasks can be derived and assigned to developers,

Table 2 Classification scheme (see Table 9 for examples)
Category

Sub-category

Clarification

Req. Elicitation: Add (or ask for) a requirementsrelated information or a stakeholder
Req. Interpretation: Derive conclusions or subrequirements from a given requirement
Req. Negotiation: Discuss alternatives and priorities of
requirements
Req. Documentation: Give a report of the requirements
discussed in this thread
Req. Verification/Validation: Discuss whether a given
requirement was understood correctly
Give context: Add a screenshot or longer description to
give a context for the requirements

Other

Coordination I: Managing shared resources:
Instructing or suggesting a person to perform a task
Coordination II: Managing producer/consumer
relationships: The creation or dissemination of
information (remark: includes announcing that a
story is completed)
Coordination III: Managing simultaneity constraints:
Synchronizing tasks between actors. Taking possible
times, allocating a time, or passing information about
the time for a particular event
Coordination IV: Managing task / sub-task
dependencies: Planning tasks and strategy to achieve
the overall goal
Coordination response: Acknowledge a coordination
item, e.g., that a task has been performed
Solution engineering: Contribute directly to the
implementation of this requirement
Announcement: Announce something that is not
directly related to coordination of this workitem
Offtopic: Something unrelated to this workitem or the
project in general

Table 1 Definitions in our approach (see Table 9 for examples)
Requirements
discussion

The thread of communication that is related to a
given requirement. It consists of a series of
discussion events, i.e., contributions to the
discussion including communication found in
requirements activities, such as elicitation,
negotiation, or validation of a requirement, or in
downstream activities related to the particular
requirement, such as its design,
implementation, or testing

Clarifications

A discussion event in which the discussant seeks
to improve the understanding of the
requirement by either asking for clarification or
by offering additional information that makes
the requirement clearer

Clarification
pattern

An abstract reoccurring trajectory of
communication throughout the lifetime of a
requirement in which we purposefully
distinguish clarifications from nonclarification
events. Figure 1 shows two possible
trajectories, exhibiting the textbook-example
pattern (solid line) and the back-to-draft pattern
(dashed line)

and discussion of the requirement can continue related to
these sub-tasks. The requirement is usually closed after a
successful acceptance test.
Clarification can show throughout the lifecycle of a
requirement. In the beginning, clarification mainly occurs
in order to specify the requirement and to define its scope.
This often involves communication with customers and
internal stakeholders, such as managers and sales persons.
Results of this clarification can show in the description of
the requirement, but often, this ongoing discussion is also
recorded separately in a way that allows analysis.
Despite efforts to completely analyze requirements
before starting development, it can be expected that some
degree of clarification will also occur later. This will
happen especially in agile projects, where requirements are
only analyzed to a certain level of detail primarily for
purposes of iteration planning. Clarification also occurs in
very large projects where multiple iterations are needed to
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get the requirements right. An example for this is a product
manager who realizes that specifics of a requirement have
changed after its first draft and provides clarification during
the iteration.
Even later in the lifecycle, clarification may be triggered
by developers or managers with the goal of understanding
the meaning of a requirement or to elicit lower level
details. For example, a team lead may seek clarification
before breaking a requirement down into concrete tasks for
developers, or a developer may seek feedback on which
solution alternative is preferable.
The research presented in this paper describes an
approach for monitoring requirements discussions
throughout the development cycle, or even through multiple development cycles, if the requirement is reopened.

2.

2.2 Analyzing requirements discussions

2.4 Classifying requirements discussions

Our approach analyzes the trajectory of clarification during
the lifecycle of requirements based on a classification
scheme. This classification scheme distinguishes between
discussion events in which stakeholders are seeking clarification on the requirement as opposed to other communication that relates to downstream activities (e.g., design,
implementation, testing) or their coordinative actions.
Table 2 shows our classification scheme together with subcategories within each category. Analyzing requirements
discussions based on this scheme allows us to observe the
development of requirements clarification over time.
The visualizations of clarification trajectories (e.g., in
Fig. 1) are based on this fundamental concept. The horizontal timeline represents the lifecycle of the requirement.
The trajectory shows the difference between the amount of
other communication (nother ) and clarification (nclarif ) for a
given point in time (t): f ðtÞ ¼ nother ðtÞ  nclarif ðtÞ. It is
negative and below the timeline, if clarification is predominant at this point in time, and above the timeline otherwise.

Clarification trajectories represent specific requirements
discussions. Yet, there are similarities between some trajectories that allow us to define patterns of clarification
trajectories as abstract reoccurring trajectories of communication. Figure 2 shows typical trajectories, each representing one of the clarification patterns that emerged from
the case study in this paper in an iterative and data-driven
process (Sect. 3.4).
These patterns facilitated a discussion with IBM managers to assess what constitutes a suspicious trajectory.
Managers generally agreed that textbook-examples were
not suspicious, while discordant, back-to-draft, and happyending were considered to be suspicious. The procrastination and indifferent patterns in the IBM case study were
particularly special: while the former revealed requirements for which no communication was recorded until very
late in the their lifecycle, the latter indicated complete
absence of clarification and managers found it highly suspicious; however, with both these patterns, there were other
project characteristics that should be considered when
deciding on their level of suspiciousness. As we discuss

2.3 Quality of requirements discussions
Although clarifications are necessary in any requirements
discussion, and their presence could be indicators of healthy
debate, peaks of clarification late in the lifecycle of a
requirement are generally considered to be suspicious and an
indicator of limited understanding and high risk associated
with the requirement. The following questions might help
managers to assess the risk in a requirements discussion:
1.

Does the requirements discussion include clarification?
If not: does the complexity of the requirement suggest
that there should be some clarification? If both
questions can be answered with no, this requirement
does not need management attention. Otherwise:
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Do the later phases of the requirements discussion
show a predominance of clarification? If not, the risk
for this requirement is probably mitigated, and no
further management attention is required at this point.
Otherwise, the lack of agreement so late indicates a
high risk that this requirement will be implemented
late or in insufficient quality.

These questions have driven our approach to analyze
requirements discussions in the IBM case study and classify them based on a catalog of clarification patterns that
emerged in the IBM dataset. This provides managers with
additional information that they can interpret in their
context: A clarification trajectory is suspicious, if clarification is the predominant form of communication late in
the requirement’s lifecycle.

(a)

(b)

(c)

(d)

(e)

(f)

Fig. 2 Clarification patterns identified in the RTC project. a Indifferent. b Happy-ending. c Discordant. d Back-to-draft. e Textbookexample. f Procrastination
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later in the paper, the utility of clarification patterns should
be contextualized when analyzed in other software
projects.
2.5 Contribution
To support the analysis of requirements clarifications, this
work offers three main contributions:
Clarification classifier: The clarification classifier
automatically distinguishes between clarification and other
discussion events. For a given software project and its
repository of requirements discussions, the classifier analyzes the number of discussion events in a particular
requirement’s discussion and returns each discussion
event’s classification with respect to the classification
scheme in Table 2 (Clarification or Other). Technically,
this contribution is a machine-learning algorithm, trained
with examples from the case study described in this paper,
and which classifies discussion events based on the classification scheme and a stochastic model of domain-independent keywords.
Pattern catalog: The set of clarification patterns
(Fig. 2) derived from our industrial case study and which
represent reoccurring features of clarification trajectories.
Pattern matcher: The concepts presented in this work
are used to visualize the trajectory of requirements discussions based on the classification scheme. For a given
trajectory, the pattern matcher can determine the matching
clarification pattern from Fig. 2. This facilitates highlighting of suspicious trajectories to managers and to
enables visual clues to be added to lists of requirements.
In the development of these conceptual and technical
contributions, we developed a supporting tool (V:ISSUE:LIZER [23]). As a research tool, V:ISSUE:LIZER was used to
create training data for the classifier through the manual
classification of discussion events (as in the case study
presented in this paper). V:ISSUE:LIZER extracts requirements discussions from a number of different online
repositories (e.g., jazz and jira), classifies their discussion
events, visualizes the trajectories, and matches them
against the pattern catalog. As a prototype, V:ISSUE:LIZER
can be used by managers to view discussion trajectories, in
order to assess the benefits of our work or to gain visibility
into discussion threads.
We envision that these contributions can be used in
many other project environments without the need of
repeating the work presented in this paper.

3 Case study
We developed the clarification classifier and the pattern
matcher empirically in an industrial case study and

evaluated it based on interviews. In this, we were guided by
the following research questions:
–
–
–

RQ1: Can distinct patterns of clarification be identified
in requirements discussions?
RQ2: Is it possible to detect and classify these
clarification patterns automatically?
RQ3: Do development managers find such clarification
patterns to be useful in risk management?

To answer these research questions, we analyzed data from
IBM’s Rational Team Concert (RTC) project and also
conducted a series of semi-structured interviews with
managers and developers. We were able to mine RTC’s
large software project repository, which included requirements and associated communication. In the following
sections, we first describe the RTC project and the nature
of its software and communication artifacts captured in its
online repository. We then describe our research procedures and conceptualizations, and also our approach for
constructing and evaluating the clarification classifier and
pattern matcher.
3.1 IBM’s Rational Team Concert Project
IBM RTC is a collaborative software development environment built on the JazzTM architecture. It integrates its
own source-code control system, an issue-tracking system,
and collaborative development tools.
At the time of our study, the RTC development team
involved 151 active developers distributed over 16 different sites located in the USA, Canada, and Europe. The
project uses the agile and iterative Eclipse Way development process [17] with 6-week iteration cycles. A project
management committee formulates the goals and features
for each release at the beginning of each iteration, and
stores them as stories in the system.
One unique aspect of RTC is that it is self-hosted (the
team uses its own software to develop subsequent versions) and follows an ‘‘open-commercial’’ development
model. Its features are proposed both by its own
developers as well as outside customers. This is done
through its publicly accessible issue-tracking system,
which allows outside customers access to the features
(stories) and to actively participate in their discussion.
Given the distributed nature of the team’s interaction,
communication between individuals is predominantly
online through comments in the issue-tracking system,
though they also use instant messaging, Internet Relay
Chat, phone, and face-to-face. Personal email is discouraged. A best practice in the RTC project is that
developers explicitly record communication at local sites
as comments in the system so that it is available to the
entire distributed team.
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We chose RTC for the application of our method
because it has a rich issue-tracking repository in which
communication about its requirements is documented
online (in the form of comments) and is traceable to
requirements.
3.2 Research procedure and conceptualizations
Our general research procedure is illustrated in Fig. 3. To
answer our first research question: Can distinct patterns of
clarification be identified in requirements discussions? we
analyzed the RTC issue-tracking system, a dataset between
December 2006 and June 2008. This data allowed the
construction of the clarification classifier and pattern
matcher, as illustrated in the two phases on the left in
Fig. 3. Our dataset contained 157 user stories. Further, in
RTC, these [user] stories represent requirements, while the
comments associated with each story represent the discussion events about the story, and the thread of comments
associated with the story represents its requirements discussion. Out of the 157 stories, 60 did not have any comments and 36 were complex stories that had a number of
associated sub-issues. Two of the remaining 61 simple
stories were part of a complex story. In RTC’s agile process, stories are decomposed into tasks and assigned to
developers. Discussions of stories continue in these associated sub-issues, and therefore, we included them into the
respective discussion in order to account for the story’s
complete set of discussion events. Our dataset contained 95
stories and their associated discussions of requirements
with a total of 1,171 comments. Table 3 shows statistics of
the requirement discussions for these 95 stories in RTC.
Following the manual classification of the discussion
events for the 95 user stories and the development of a
catalog of six patterns, we then developed an automatic
clarification classifier for discussion events and an automatic pattern matcher, to answer our second research
question: is it possible to detect these clarification patterns
automatically?, as shown on the right side of Fig. 3.
Finally, we conducted semi-structured interviews with
IBM developers and managers, to answer our research
question 3: to what extent is this feedback helpful to
managers? In the following section, we chose to describe in
detail the activities in our research approach to construct
Table 3 Statistics of 95 requirements discussions in the RTC case
study
Avg

Min

Max

Duration of reqts. discussion (days)

64.2

1

479

Comments per reqts. discussion

12.3

1

139

3.9

1

17

Contributors per reqts. discussion
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Fig. 3 Procedure to construct Clarification Classifier and Pattern
Matcher for analysis of Clarification Patterns

the clarification classifier and the pattern matcher, the two
main contributions of this paper.
3.3 Constructing the clarification classifier
To construct the automatic clarification classifier, we first
manually classified the discussion events in our dataset, so
that we could use them for training and evaluation of a
supervised classifier. We describe these two activities
separately.
3.3.1 Manual classification of discussion events
Two human raters sought to identify clarification in
requirements discussions in the 1,171 comments (discussion events) and to develop a stable classification scheme.
The primary goal was classifying discussion events into
one of the two main categories of our classification scheme
clarification and other. First, the two raters classified
comments together to create an initial classification
scheme. Then, each rater classified a specified set of discussion events individually. The agreement in rating a
given discussion event as clarification or not in this set of
discussion events was computed based on Cohen’s Kappa
(j) [32]. While the agreement was too low (j\0:7), the
comments where the raters disagreed were discussed, the
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classification scheme was improved, and the raters started
again with classifying discussion events.
The results of this procedure were a set of classified
discussion events and the classification schema outlined in
Table 2 earlier. Note that the sub-categories were intended
to help human raters to categorize discussion events as
clarification or not. Please refer to Table 9 in the
‘‘Appendix’’ for examples and details.
As some comments, for example, mentioning a new
requirement, could be considered either as clarification or
as coordination, the raters developed a set of heuristics to
guide the classification process. In the example of mentioning a new requirement, a heuristic was created that
such discussion events should be classified as
clarification.
The two raters reached a satisfactory result after three
iterations. During these iterations, the classification scheme
evolved until it reached the state shown in Table 9. The
clarification sub-categories that emerged were related to
typical RE activities [28] such as requirements elicitations,
requirements interpretation, negotiation, documentation,
verification, and validation. The other communication subcategories related to coordination activities in the implementation of the requirement (the four coordination types
as identified in [21] as well as coordination response), in
the design and implementation of the requirements (solution engineering), general announcements or off topic
comments. For each of these sub-categories, we include
example comments from the RTC dataset in Table 9.
After the third iteration, the raters agreed on the classification of 378 comments from a total of 449 comments
classified by both raters, thus reaching a satisfactory kappa
(j  0:7). Based on this result, each of the remaining 734
comments was only classified by one of the raters.
3.3.2 Building the automatic clarification classifier
The clarification classifier is based on the Naı̈ve Bayesian
classifier. More specifically, we use an implementation
based on the popular descriptions of such a classifier [19],
and which we successfully used in our previous research to
identify security-relevant requirements in industry strength
software requirements specifications [24]. As a supervised
learning algorithm, this classifier is trained with a set of
classified discussion events (documents, d) and creates a
stochastic model based on how often each word w is
encountered in discussion events classified as clarification
or other (document frequency, df). In the following, C
denotes clarification and O stands for other discussion
events (for which the probabilities are computed analogs to
the clarification variants).
To classify a discussion event e based on this model, we
need to compute PðCe jwÞ: The probability of e being

clarification under the condition that it contains w. From
the Bayesian rule follows [31]:
PðCe jwÞ ¼

PðwjCe Þ  PðCÞ
PðwÞ

ð1Þ

PðCÞ is the probability of encountering clarifications in
requirements discussions. We do not know this value and,
as suggested by Graham [19], assume PðCÞ ¼ 0:5. PðwÞ is
the probability to encounter the word w in a discussion
event (either clarification or other). The probability
PðwjCe Þ to encounter w under the condition that e is
clarification, can be derived from the training set of classified discussion events: Let the document frequency
df c ðwÞ be the number of clarifications that contain w and
jdc j the number of all clarifications in the training set.
Then, the following equation gives an approximation of
PðwjCe Þ:
PðwjCe Þ ¼

df c ðwÞ
jdc j

ð2Þ

Based on the training set and the theorem of total probability, this value is computed by the following equation:
PðwÞ ¼ PðCÞ  PðwjCe Þ þ PðOÞ  PðwjOe Þ

ð3Þ

Under the assumption of PðCÞ ¼ PðOÞ ¼ 0:5 the Eqs. (1)
and (2) result in the following equation for PðCe jwÞ:
PðCe jwÞ ¼

df c ðwÞ
jdc j
df c ðwÞ
df o ðwÞ
jdc j þ jdo j

ð4Þ

PðCe jwÞ gives the probability of a discussion event e being
clarification under the condition that it contains the word w.
Classification of e requires combining the probabilities for
all its words. The approach is called Naı̈ve Bayesian
Classification, due to the following simplifying
assumptions:
(a)
(b)

PðCe jwÞ is pairwise independent for each word w.
There is a symmetry between the results PðCe jwÞ
and PðOe jwÞ: PðOe jwÞ ¼ 1  PðCe jwÞ.

Let PðCe jwi Þ be the probability of e being clarification
under the condition that it contains the word wi . Let
wi ; 1  i  n be the n words contained in e.
Q
PðCe jwi Þ
Q
ð5Þ
PðCe Þ ¼ Q
PðCe jwi Þ þ ð1  PðCe jwi ÞÞ
To classify e we compare PðCe Þ with a threshold. We
classify the discussion event e as being clarification, if
PðCe Þ [ 0:9 (as suggested by Graham [19]).
For preprocessing and data-cleaning, we achieved best
results with minor adjustments. We removed punctuation,
but did not apply stemming and did not filter stopwords. In
fact, some of the strongest indicators for clarification are
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typical stopwords or inflected word forms (e.g., we,
would).
We used a standard tenfold cross-validation technique
[33] in which the discussion events in the dataset (the
manually classified discussion events) were divided into
10 equal sets. Nine sets were then used to train the
classifier, which was then used to classify the results of
the tenth set. This was repeated ten times using each
possible combination until each of the ten sets had been
tested one time. We then computed standard metrics from
information retrieval [6] (i.e., recall, precision, specificity,
and f-measure) for each of the ten runs and derived the
average performance of the automatic classifier. The
results of this approach, which we reported in [25], had a
high recall (0.943) but lower precision (0.678) and specificity (0.552). Therefore, we refined our approach using
multiple classifiers and metadata. These two modifications
increased the precision and specificity, while retaining
high recall values.
Using multiple classifiers: An analysis of our classifier’s
ability to detect sub-categories of the classification scheme
revealed that the classifier had trouble distinguishing
between the various types of coordination and clarification.
Training additional classifiers for all coordination types
and allowing them to give a veto if the original classifier
suggested that a discussion event is clarification helped to
reduce the amount of discussion events that are falsely
classified as clarification.
Using metadata: A retrospective with the raters revealed
that they relied on more information than just the text in the
discussion events, such as general context and name of the
author. To reflect this, the clarification classifier was
extended to access additional metadata for automatic
classification, including name of the author, number of
discussion events and distinct contributors in this discussion so far, month and year, type of discussion (story or
sub-item), current resolution status, and number of changes
to the resolution status so far.

Table 4 Results of automatic classification
Clarification

Other

From manual classification

591 (relevant)

580

Automatically classified as
clarification

528 (true
positive)

212 (false
positive)

Automatically classified as other

63 (false
negative)

368 (true
negative)

jtrue positivej
Precision ¼ jtrue positivejþjfalse
positivej ¼ 0:714
jtrue positivej
Recall ¼ jtrue positivejþjfalse
negativej ¼ 0:893
jtrue negativej
Specificity ¼ jtrue negativejþjfalse
positivej ¼ 0:634

f-measure ¼ 2precisionrecall
precisionþrecall ¼ 0:793
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The results of applying the improved classifier are
shown in Table 4: the tenfold cross-validation reveals a
recall of 0.893 (compared with 0.943 in [25]), a precision
of 0.714 (compared with 0.678), a f-measure of 0.793
(compared with 0.789), and a specificity of 0.634 (compared with 0.552). A reference classifier that would simply
classify every comment as clarification would have a recall
of 1, a precision of 0.5, and a f-measure of 0.667. The
modifications improved precision and specificity at the cost
of recall. However, the results in Sect. 3.4 reveal that the
small gains in precision and specificity actually allow
better pattern matching.
3.4 Constructing the pattern matcher
A clarification pattern is an abstract, reoccurring trajectory
of communication throughout the lifetime of a
requirement.
Having constructed the clarification classifier that classified any discussion event as clarification or other, we
were able to explore the trajectories of communication, i.e.,
its discussion events, and categorize them in clarification
patterns. To do so, we empirically constructed a pattern
matcher based on a data-driven approach, by applying
qualitative research methods. First, manual coding (similar
to Grounded Theory [12]) of exemplary clarification trajectories allowed us to systematically derive visualizations
of trajectories and provided us with a means to analyze and
compare their properties. We iteratively sorted the trajectories based on similar properties. As a result, six categories of trajectories (patterns) emerged.
We first introduce our visualization tool, then describe
the properties of the six clarification patterns we derived,
and finally describe the automated pattern matcher.
3.4.1 Visualizing the trajectories of clarification
To explore the properties of clarification trajectories, we
developed V:ISSUE:LIZER, a supporting tool developed in
Java and which provides us with meaningful visualizations
of clarification patterns [23].
Table 5 illustrates the visualization of the classified
comments in a concrete requirements discussion of a user
story in our dataset and gives a description of this particular
requirements discussion. The horizontal timeline represents
time from the creation of a requirement (story in RTC) to
the current date (its final implementation in this case),
189 days. The 121 classified discussion events (comments
in RTC) from 14 different contributors are then represented
below or above this timeline: the clarification comments
are shown as dark red boxes below the timeline; comments
classified as other communication are represented as oale
blue boxes and stacked above the timeline. The example in
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Table 5 Example of the trajectory of a requirements discussion

After some clarification, the work on this story seems to have gone on
like a textbook-example (see pattern description below). Suddenly, a
discussion about a minor issue arose (‘‘should we call this concept x
or y?’’). A large number of discussants started to argue for x or y,
blocking the further development of this story, which now went to
back-to-draft. Late in the timeline, a stakeholder (apparently a
manager) dropped in, commenting quite abruptly that ‘‘we go with
[x] for milestone [M], end of discussion’’. The clarification
discussion stopped, a few coordination comments showing that the
work continued, and finally, the completion of the story was
announced, giving the story a happy-ending. Although in this
instance, a project manager intervened, leading to a happy-ending,
there are many other examples of discussions with no such
resolutions
This scenario resembles the phenomenon referred to as bikeshedding, also known as the Parkinson’s law of triviality [29]

Table 5 is a complex story from the RTC case study, and
we visualize the comments for all its 8 associated subissues (in which the user story discussion continued) on the
same timeline. In order to identify reoccurring patterns, we
partition the horizontal axis (in this case into 32 time
intervals of equal length), and stack the discussion event
boxes on top of each other if they occur in the same partition. The choice of the number of partitions and the
associated aggregation of discussion events within partitions is an important and challenging research problem that
we discuss later in Sect. 4.
3.4.2 A catalog of six clarification patterns
To derive the clarification patterns in the RTC dataset, we
followed an iterative, data-driven process. We initially
visualized the trajectories of communication for simple
stories in our dataset, i.e., the stories that did not have
associated sub-issues, 59 in total. We manually inspected
all visualizations and searched for reoccurring patterns. We
sought to identify similarities and differences between
patterns with the goal of creating rules to match a given
trajectory to the patterns we were constructing. The decision tree in Fig. 5 shows these heuristics that emerged by
inspecting the trajectories of communication in the RTC
dataset. Overall, for each trajectory, we were interested in
identifying whether there was clarification communication
at all and if there was, in examining the predominance of
clarification communication particularly in the later phases

of a requirement lifetime. Having developed these heuristics, we then constructed the visualizations for the 36
(23 %) remaining complex stories (those that had associated sub-issues) and found that these complex stories fit
into our existing patterns.
As the result of this data-driven approach, we created a
catalog of six reoccurring patterns.
We describe each of the patterns in detail below (the
number and percentage of instances for each type are
shown in brackets), and include two examples for each
pattern in Fig. 4 (Column (1) and (3)). For the time being,
we draw the reader’s attention to these manually identified
examples; Fig. 4 also shows the results of our automatic
classifications that we discuss in Sect. 3.5.1.
Indifferent (33 instances, 35 %): requirements in this
pattern showed no evidence of clarifications on the
requirement. Figure 4a, b show two representatives of this
pattern. Depending on the trust the project manager has in
her team, requirements in this class would not need further
attention, because there seems to be no need to clarify the
requirements. However, it could be that the developers
dealing with this story are reluctant to openly discuss their
questions or to approach the end-users.
Happy-ending (22 instances, 23 %): this pattern contains stories that might fit into more suspicious classes
(e.g., discordant and back-to-draft) if it was not for the
last few comments. Table 5; Fig. 4c, d give typical
examples, where the level of shared understanding returns
to being positive in the very end. A trajectory was placed
in this class if the amount of clarification was greater or
equal to the amount of other discussion events in at least
one of the partitions in the second half and the last
nonempty partition had less clarification then other discussion events. It is possible that the responsible subteam recovered from a back-to-draft situation. Depending
on the situation, it is also possible that the team was still
in the clarification phase and that the requirements might
have reached a stable state in the near future. Despite the
name happy-ending, it is also possible that the team was
doing some desperate coordination to get this story in
the next milestone despite vague and contradicting
requirements.
Discordant (15 instances, 16 %): requirements in this
class showed a predominance of clarification during their
lifetime, i.e., in every partition the number of clarifications
was higher or equal to the number of other discussion
events. Project managers might accept this, if the project or
iteration is just starting. However, a requirement that never
leaves this state should be closely investigated. Figure 4e, f
show two examples from the 15 instances of this pattern in
our data.
Back-to-draft (12 instances, 13 %): requirements in this
class originally looked good when the team started to
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

(j)

(k)

(l)

Fig. 4 Two examples for each of the six clarification patterns (in
rows) identified in the RTC project. Columns (1) and (3) are based on
manual classification, (2) and (4) show results from combining

clarification classifier and pattern matcher. Example I shows a
successful automatic classification, Example II a typical
misclassification

implement them. However, during the work, the discussion
snapped back to clarification. Trajectories in this class had
at least one partition with less clarification than other discussion events and the last nonempty partition had a greater
or equal amount of clarification. Depending on how much
time was left to complete this story, project managers
would consider investigating if this was a problem for the
schedule.
Textbook-example (10 instances, 11 %): as shown in
Fig. 4i, j, examples in this pattern showed a classic trajectory of mostly clarification in the first half of the timeline, no partition with more clarification than other
discussion events in the second half, and mostly nonclarification activities in the second half.

Procrastination (3 instances, 3 %): for this pattern, the
discussion of stories only started at the end of the timeline.
Because for this pattern most of the comments fall into the
same partition, our visualization does not allow us to assess
the development of clarification over time. Nevertheless,
these stories look suspicious, and project managers might
want to have a second look at such cases. Figure 4k, l
illustrates two out of three examples we found for this
pattern.
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3.5 Automatic identification of clarification patterns
To automate the process of identifying the pattern for a
given trajectory, we implemented a pattern matcher based
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Fig. 5 Decision tree for the pattern matcher

on the decision tree (Fig. 5). For a given requirements
discussion, the algorithm iterates over the time slices and
counts the amount of clarification events and other discussion events. Each decision node in the tree then translates to a branch (if-statement) in the algorithm, returning
the appropriate pattern name.
To evaluate the ability to automatically identify patterns,
we validated the combination of clarification classifier and
pattern matcher and measured how often, for a selected
sample of requirements discussions, the automatically
identified pattern matches the pattern exhibited by the
manually constructed visualizations. As before, we used
tenfold cross-validation to select training data for the
clarification classifier but in contrast to Sect. 3.3.2, the
buckets were divided according to requirements discussions instead of individual discussion events. By this, we
ensured that all discussion events of a discussion are
assigned to the same bucket.
We randomly assigned each discussion to one of ten
buckets. We then left one bucket out for evaluation and
trained the classifier with the discussion events of all discussions allocated to the other buckets.
Considering the allocation of discussions to buckets,
there was a tradeoff we had to make: some of the discussions were considerably larger than average, measured by
the number of their discussion events (the two largest
discussions had 139 and 121 discussion events, more than
10 % of the 1,171 discussion events in the training set).
The two possible options were (1) pure random assignment
(i.e., in the worst case assigning large discussions to the
same buckets), which could have lead to unbalanced
bucket allocation and underestimation of the pattern
matcher’s performance in the evaluation, and (2) greedy
assignment (i.e., assigning the largest unassigned

discussion to the emptiest bucket), which would not have
created a sufficiently randomized allocation, thus risking
overfitting. We considered overfitting to be more problematic and allocated discussions to buckets randomly. The
results in this section are based on the following allocation
of discussion events to buckets: 36, 133, 62, 83, 18, 117,
218, 65, 307, and 132. Thus, the training set size ranged
from 864 to 1,153 discussion events.
From the tenfold cross-validation of classifying discussion events, we know that the clarification classifier adds a
clarification item to the visualization in 89 % of the cases
the raters did (because of the high recall). The classifier
adds a clarification item to the visualization in about 29 %
of the cases where the raters added a nonclarification item
(because of the low precision). We now investigate the
impact these properties have on our ability to automatically
identify clarification patterns.
Table 6 gives the results of our evaluation of the classifier’s ability to detect clarification patterns in a confusion
matrix. Each row represents one of our patterns and the
instances of RTC stories we manually identified for this
pattern. Each column shows the number of trajectories that
were classified as the corresponding pattern by applying
the clarification classifier and the pattern matcher. The
numbers in the main diagonal (bold) represent the true
positives identified by clarification classifier and pattern
matcher. The other numbers show the false positives
(columns) and false negatives (rows) for each pattern. The
other columns give the number of true positives, false
positives, false negatives, true negatives, recall, precision,
f-measure, and specificity for automatically identifying the
pattern.
3.5.1 Implications on ability to detect patterns
automatically
According to the results in Table 6, each of the patterns
differs in its robustness against faults of our automatic
classification. Here, we discuss the fragility of each pattern
based on the classification results. We refer to Fig. 4 in
which we earlier showed two typical examples for each
pattern (manually identified). In Columns (2) and (4), we
include the corresponding trajectory automatically generated by the classifier and pattern matcher: correct classification for example I and a typical misclassification for
example II.
Indifferent: this pattern is inherently fragile; the more
events the story has, the more likely it is that one gets
mistaken to be clarification. This results in misclassification, mostly as discordant or back-to-draft (Figs. 4b, 6).
Nevertheless, the pattern matcher shows good results for
this pattern, probably due to the low number of discussion
events of its instances.
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Table 6 Confusion matrix on automatic identification of clarification patterns
Predicted
ind

h-e

True pos.
dis

btd

tbe

1

False pos.

False neg.

True neg.

Recall

prec.

f-m.

specif.

pr.

Actual
Indifferent (ind)

22

Happy-ending (h-e)
Discordant (dis)

1

5

4

22

4

11

58

0.667

0.846

0.746

0.935

10

4

8

10

3

12

70

0.455

0.769

0.571

0.959

10

1

10

12

5

68

0.667

0.455

0.541

0.85

Back-to-draft (btd)

4
1

2

9

9

15

3

68

0.75

0.375

0.5

0.819

Textbook-example (tbe)

1

1

2

6

1

4

84

0.6

0.857

0.706

0.988

92

1

1

1

1

6

Procrastination (pr.)

3

3

Happy-ending: surprisingly, this pattern is one of the
most fragile patterns. The pattern matcher mistakes many
instances of this pattern for back-to-draft, as shown in
Fig. 4d where the misclassification is caused by the very
last comment. Consequently, the recall for this pattern is
low.
Discordant: for this pattern, we observed reasonable
recall but low precision. In particular, small discussions of
the indifferent type were detected as false positives,
resulting in a low precision.
Back-to-draft: the back-to-draft class has a high recall =
0.75, profiting from the fact that the clarification classifier
rarely misclassifies clarification events. Misclassifications
of other events occur more often, but rarely lead to a different pattern (see Fig. 4g). For the same reason, a number
of trajectories are incorrectly classified as back-to-draft,
especially from the happy-ending type (see Fig. 4h),
leading to a relatively low precision = 0.375.
Textbook-example: the textbook-example can be identified with a medium recall = 0.6 and a good precision =
0.857. This pattern is prone to false positive generated by
the clarification classifier, which can cause instances of this
pattern to be misclassified as one of the three most suspicious pattern.
Procrastination: for this pattern, the time of events is
more important than their type, making it robust against
faults of the clarification classifier. Misclassification would
only occur, if all discussion events are either classified as
clarification or as other. This did not happen during evaluation, resulting in recall = 1 and precision = 1 for identifying the three instances.
3.5.2 Ability to detect suspicious trajectories
Although the clarification patterns in our catalog are
valuable for discussing potential problems in the way the
technical team clarifies requirements with managers, the
practical goal of our work was to provide practitioners with
a mechanism to identify potentially suspicious trajectories.
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In our conceptualization, the suspicious trajectories were
those with a higher risk of harmful misunderstandings and
we only needed to identify trajectories that have a predominance of clarification in the second half of the timeline. We thus aggregate the results as follows:
–

–

–

Suspicious trajectories that show a predominance of
clarification in the second half of the timeline include
back-to-draft, happy-ending, and discordant.
Nonsuspicious trajectories that do not show a predominance of clarification in the second half include
textbook-example and indifferent.
Inconclusive (i.e., procrastination) that might not be
indicative because they do not depict a trajectory of
clarification.

As shown in Table 7, our pattern matcher achieved
increased accuracy in highlighting suspicious trajectories.
It is able to identify over 90 % of the suspicious requirements discussions (recall), and more than 75 % of the
trajectories the pattern matcher highlights are truly suspicious (precision).
3.6 To what extent is this feedback helpful
to managers?
To answer our third research question and validate our
results with practitioners, we presented the clarification
classifier, the pattern matcher, and the pattern catalog at
IBM and discussed them with 20 developers and managers.
Then, we followed up on this discussion with semi-structured interviews with six managers, chosen based on a
convenience sample. Because our dataset was 5 years old,
remembering the exact details of the development of the
user stories we analyzed was not possible. However, we
sought to validate our conceptualization of suspicious trajectories and, more importantly, to understand how managers reason about these trajectories and their usefulness in
the broader context of project characteristics.
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Table 7 Aggregated confusion matrix on automatic identification of suspicious clarification trajectories
Predicted

True pos.

False pos.

False neg.

True neg.

Recall

Precision

f-measure

Specificity

unsusp.

susp.

incon.

29

14

29

4

14

48

0.674

0.879

0.763

0.923

4

45

45

14

4

32

0.918

0.763

0.833

0.696

92

1

1

1

1

Actual
Nonsuspicious
Suspicious
Inconclusive

3

3

The following questions guided the discussion as well as
the in depth interviews:
1.

2.

How would you decide whether a given trajectory is
indicative of a problematic development of a requirement (i.e., is a suspicious trajectory)?
As a software manager, do you think that the
clarification trajectories are useful? How?

3.6.1 Identifying suspicious trajectories
Not surprisingly, we found that clarifications are a fact of
life and even sought after, particularly in the agile projects
at IBM. As quotes below illustrate, however, there are
other project factors that help managers identify when the
presence and amount of clarification in a requirement’s
development is problematic.
Clarification is good as long the story sees some
progress.
Organizations such as IBM invest in some upfront
requirements analysis to identify the important user stories.
Requirements need to be understood to a detail that allows
prioritization, budgeting, and scheduling. User stories do
not necessarily describe all the details. It is quite usual that
developers need to discuss details during the
implementation.
The main problems of stories are missed schedule and
missed sizing.
Although clarification during requirement development
is thus healthy, its predominance in the presence of a user
story’s missed schedule or missed sizing—i.e., more hours
spent than planned—is indicative of problems. In the RTC
project, the size or complexity of user stories is estimated
in abstract story points and changes in this measure are
quite significant (e.g., from medium to large) and can
threaten the iteration plan.
Further, the managers in our interviews indicated that
the clarification trajectories are most valuable in relation to
the feature complete date.
You should not clarify things anymore, then.

After this date, no new features are implemented, and
development focuses on testing and polishing in order to
finalize the results for the next release. Predominance of
clarification in such late phases of requirement development is problematic.
In summary, we found that although reasonable levels of
clarification were acceptable during feature implementation, managers reported that clarification trajectories would
appear suspicious if they show continued predominance of
clarification in the presence of three other project management factors related to the respective requirement:
–

–

–

Re-scheduling and clarification: clarification during the
iteration leads to (a) a changed priority or (b) a changed
complexity of the user story, resulting in a change of
the schedule.
Re-budgeting and clarification: clarification during the
iteration leads to a changed complexity, resulting in
allocation of more resources to the user story.
Feature complete date and clarification: clarification
does not cease before the feature complete date and
continues during code freeze.

For researchers, these findings take us into the direction of
defining measures of project performance on the level of
abstraction given by requirements. Related work [10, 16,
30] offers some suggestions on how to measure performance in online software repositories, e.g., time from
opening an issue to closing it and lines of code contributed
by different actors. These performance measures offer
some guidance on what to look for but are not directly
applicable to requirements-related work. For these abstract
issues, the time from opening to closing is often more a
question of the underlying process and the quality or performance of the discussion cannot be easily measured by
code related metrics. The relationship between clarification
trajectories, rescheduling, and rebudgeting represent
hypotheses about how to measure requirements-related
performance that could be investigated in future work.
3.6.2 Usefulness of our approach
Finally, we were interested if the information provided by
our approach is relevant for software managers.
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These visualizations [...] are valuable for managing
people.
All managers we interviewed at IBM agreed that the
visualizations are generally valuable for the management
of people, because they reveal hotspots in current work
where discussions stagnate and the development is slowed
down by late clarifications. Managers also mentioned
additional benefits of the approach, which are specific to
the individual project and the role of the manager.
Agile teams will profit most.
The current visualizations are highly relevant for agile
teams. The IBM jazz ecosystem consists of a number of
projects (besides RTC, for example, Rational Requirements Composer, Rational Quality Manager, Rational
Software Architect, and Rational Lifecycle Management),
and not all of these projects are equally agile. Most often,
the development is agile, but the magnitude of the projects,
the complexity of the environment, and IBM regulations
require nonagile business processes. Therefore, for some
projects, there is a high amount of upfront requirements
analysis and clarification trajectories are of little concern or
relevance later during the development.
The development manager will profit most.
The component teams in the jazz ecosystem have three
different roles that manage the team: the technical lead, the
development manager, and the release manager. The
technical lead deals with the component on a rather high
level of abstraction and determines the long-term strategy.
He will not be concerned with too many workitems; he will
know the central ones and otherwise rely on the development manager to provide further information. The release
manager deals with the formal overhead imposed by IBM
processes and does not play a role here. The development
manager might profit most. A development manager’s task
is to support the smooth implementation of the component
team’s workitems by identifying and resolving blockages.
Therefore, this manager has to continuously oversee 20–30
plan items (depending on the project), which translates to
more than 200 stories. Our approach provides development
managers with additional information, which is especially
useful when combined with the development manager’s
knowledge about the state of a story and its ownership.
3.7 Threats to validity
Construct validity. one threat in our study is that the contributors to the RTC discussions do not discuss requirements online. Our two raters read a significant amount of
comments in our dataset, and we are confident that the
RTC issues contain requirements discussions and therefore
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are a valid object of investigation. However, some of the
comments were more complex than others, and future work
should investigate whether the mapping of comments to
discussion events is valid or if complex comments should
be broken down into simple communication events.
Internal validity. our approach is based on requirements
discussions documented in electronic repositories. This
could introduce the problem that data captured in RTC
issues are incomplete, because most part of the communication is only performed through other media (c.f. [5]). It
is common prescribed practice in the RTC development
team to add all relevant information to the discussion of a
workitem, and comments that summarize discussions from
chat or phone calls are encountered regularly. Therefore,
we assume that the dataset allows analyzing complete
requirements discussions.
External and conclusion validity. our evaluation is
exclusively based on data from the RTC team, and our
knowledge about the applicability of this approach to other
projects is therefore limited. Furthermore, we expect that
our clarification patterns are project and process dependent,
e.g., procrastination discussions could be the result of
RTC’s agile process, which causes the discussion of lowpriority items to start only late, though we believe our
findings are applicable in any iterative development project. We discuss these two aspects in depth in the following
sections.

4 Toward a theory of clarification patterns
In this section, we share our preliminary results with
respect to the following research question:
–

RQ4: to what extent is the catalog of the patterns we
derived from the RTC dataset (1) complete and (2)
relevant to other software projects?

In our approach, the clarification trajectories of two
requirements are considered similar (i.e., they were placed
in the same clarification pattern), if they showed predominance of clarification in the same parts of their requirement’s lifecycle. Moreover, in this first application of our
approach in the RTC case study, we specifically focused on
analyzing the predominance of late clarifications, i.e., in
the second half of a requirement’s lifecycle (Fig. 5). A
different focus or a different number of partitions of the
timeline can lead to a different set of patterns, and two
questions arise: is there a most appropriate number of
partitions? Is there a systematic presentation of potential
patterns with a broader focus?
We experimented with dividing the timeline into 8, 32,
64, and unlimited partitions, with the effect that three out
of 95 stories show different patterns with 8 partitions. We
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decided on consistently using 32 time slices for the evaluation, because this setting yields stable results that can be
easily interpreted visually.
However, in order to give attention to the earlier time
intervals of a requirement’s lifecycle, too, a smaller number of time intervals make more sense. It allows us to
discuss a more comprehensive set of patterns and their
relevance to suspiciousness of requirements. Figure 6
shows all potential clarification patterns that can occur
when dividing the requirement lifecycle (= timeline, horizontal arrow) in four equal parts.
This is the smallest number of parts that allows a reasonable discussion of suspiciousness with managers while
still being small enough to systematically depict all

(24 ¼ 16) potential patterns. The black curved arrow shows
a potential exemplary trajectory. When the exemplary
trajectory is above the time line, this means that there is
predominance of other communication in this time slice;
when the trajectory is below the time line, the time slice is
dominated by clarification. For each time slice, the gray
area depicts which type of communication is dominating
and the figure shows all possible combinations. The 16
combinations do not consider time slices that do not have
any communication in one of the parts (see Fig. 7 for
examples of such trajectories).
Whether one of these potential patterns is suspicious or
not depends on the specific development process. The case
study presented in this paper suggests that a predominance

Fig. 6 System of clarification patterns: dividing the duration of a requirements discussion in four equal parts leads to 24 ¼ 16 potential patterns.
Annotations show how these potential patterns relate to the six patterns that emerged in the case study

123

Requirements Eng

Fig. 7 System of clarification patterns: special cases

of clarification in the second half of the lifetime is indicative, but other project cultures and development processes
might differ, and this threshold might require fine tuning.
Either way, the end of a trajectory is specifically
indicative for its potential to be harmful. For this reason, it
makes sense to discuss the potential patterns in Fig. 6
column wise, as the patterns in each column show equivalent behavior in the last two parts. In the first column, the
potential pattern 0 (discordant) describes the situation,
when throughout the requirement discussion clarification is
the predominant mode of communication. This can happen
when stakeholders fail to agree on details of a requirement.
The other potential patterns in the first column (4, 8, and
12) have in common that there is a period in the early
phases, where coordination predominates the requirements
discussion. However, the later phases are completely
dominated by clarification, which typically happens when
stakeholders discover previously hidden implications of the
requirements at hand.
The second column in Fig. 6 (1, 5, 9, and 13) ends with
a predominance of other communication. While this is
generally a good sign (hence the pattern name happyending in our case study), the predominance of clarification
in the second last part raises the question if this communication depicts the recovery and solution from problems
encountered, or if it is indicative of developers trying to
mitigate the consequences of requirements they understood
too late.
The third column (2, 6, 10, and 14) is characterized by
ending with a predominance of coordination and other
related communication, followed by a sudden spike of
clarification in the very end. Such trajectories can be
indicative of late changes in requirements, of requirements
creep, or of conflicts between requirements that were not
uncovered early enough.
The fourth column (3, 7, 11, and 15) shows the least
suspicious potential patterns. After some clarification in the
beginning, the relation of clarification to other communication seems to have a healthy level.
For each potential pattern, Fig. 6 gives the name of the
corresponding pattern, which emerged from the data-driven
approach in the case study. Four of the six patterns from
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our case study can be easily related to the corresponding
potential patterns. In the case study, we were especially
interested in the later phases of the trajectories. For this
reason, the patterns we found match the columns of Fig. 6,
with exception of the two extremes. Two additional patterns we found in the case study can be seen as special
cases, because they are defined over the absence of communication (see Fig. 7). In the case study, we introduced
these special cases to filter trajectories that do not show
clarification trajectories. Procrastination does not show a
trajectory, as all communication happens in the last quarter
of the timeline, and indifferent does not show any
clarification.
While other case studies might reveal finer or coarser
grained patterns (e.g., by distinguishing between some of
the back-to-draft variants, or only distinguishing between
suspicious or not suspicious), those patterns would be
generally comparable based on the pattern system in Fig. 6.

5 Implications for practitioners
In this section, we discuss how managers can profit from
our approach before we address the following research
question:
–

RQ5: to what extent can clarification classifier and
pattern matcher be reused in other projects?

5.1 Supporting software managers
The practical goal of our approach and supporting classifiers was to support managers in identifying requirements
that exhibit problematic patterns of communication. Our
approach is not only intended for real-time application in a
project to help diagnose requirements under development,
but also to enhance project-specific information.
First, software practitioners can apply this method to
analyze historical communication records and identify a
catalog of patterns in their project or organization. This
may reveal particular communication practices that are
process specific, or identify unexpected work practices.
This information supports managers in decision making
with respect to supporting tools or process methodologies.
In dialogs with managers, we found that the systematic
presentation of patterns in Fig. 6 is helpful to identify
hotspots and potential issues in requirements development
for enhanced risk management.
Second, the application of our clarification classifier and
pattern matcher in real-time to analyze current ongoing
requirements discussions supports managers in examining
the health of a requirement development based on the
trajectory of clarification relative to other communication
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about the requirement. This analysis can be done at any
point in the project, even on requirements that are not fully
implemented. The trajectory, together with the manager’s
knowledge about the state the requirement is in as well as
other project-specific information such as development
process, communication practices, and tools allow the
manager to decide whether the respective requirement,
does need special attention and thus makes timely decisions. The case shown in Table 5 is a clear example of a
situation where a manager benefits from knowing details
concerning the communication about a requirement and
makes a decision to end the clarification discussion and
proceed with development of the respective requirement.
Practitioners agreed that our analysis and visualization of
clarification trajectories are valuable for decision making,
even though it is not possible to judge on the healthiness of
the discussion without additional information (e.g., about
the sub-team that discusses and its context). Unfortunately,
managers cannot participate in all requirements discussions
in a project, and our approach provides an automated
solution for identifying requirements with such problematic development.
Ongoing communication and clarification during
requirements development are particularly important in
projects that employ an open-commercial approach in the
collaboration with the software clients, such as the IBM
RTC project. In our case study, we identified one particular
challenge for the open-commercial requirements channels:
customers give feedback without knowing or caring for the
development cycle. Consequently, managers face a
dilemma:
–
–

Development should be open for feedback (and thus
clarifications) any time.
Quality concerns demand concepts like code freeze,
where solutions are tested and polished before presenting them to the (semi-)open audience. During this time,
clarification is troublesome.

Our approach, with its analysis and visualization of clarification trajectories, can help to identify peaks of clarification and to channel it in ways that do not obstruct the
finalization of a release.
5.2 Application in new projects
We intend our classifier and pattern catalog to be applicable across other projects in which requirements are discussed in online forums and/or through email exchanges.
Obviously, the ideal way to evaluate this is by applying
our classifier across multiple projects and then asking
project stakeholders to evaluate the results. Given the
significant cost and difficulties of conducting such a case
study, we leave this for future work. In this section, we take

a more theoretical approach in which we hypothesize that
our classifier may be generalizable if the terms learned by
the classifier and used to differentiate between clarification
and nonclarification terms are domain-neutral.
5.2.1 Reuse of clarification classifier
In this section, we therefore analyze the terms used by our
classifier and measure their domain specificity. Each entry
in the clarification classifier’s stochastic model is a word w
encountered in RTC together with the frequency of w in
clarifications (df c ðwÞ) and other discussion events (df o ðwÞ)
in the training set. To determine the project specificity of
the classifier, we are interested in (1) the value the word
has for identifying classification and (2) the probability to
encounter this word in other projects.
To determine the value of a word, we interpret each
entry in the stochastic model as two association rules w ¼
[ clarification and w ¼ [ other. The Apriori algorithm
[2] allows us to compute for each pair of rules the
maximal support (e.g., the percentage of clarifications that
contain w over all discussion events) and maximal confidence (e.g., the percentage of clarifications that contain
w over all discussion events that contain w) for these rules
as follows:


dfc ðwÞ
dfo ðwÞ
suppðwÞ ¼ max
;
ð6Þ
jdc j þ jdo j jdc j þ jdo j


df c ðwÞ
df o ðwÞ
;
confðwÞ ¼ max
df c ðwÞ þ df o ðwÞ df c ðwÞ þ df o ðwÞ
ð7Þ
Because of jdc j  jdo j, suppðwÞ can take values between 0
and 0.5, whereas confðwÞ lies between 0.5 and 1. Valuable
words of the clarification classifier are characterized by
high values both in suppðwÞ and confðwÞ.
To determine the probability to encounter w in other
projects, we used the GHTorent dataset [18] for April and
May 2013, which contains 866,622 issue comments on
github.com during this time and computed the inverse
project frequency (IPF) of w in issue comments of projects
(similar to the IDF metric from information retrieval). Let
N = 47,839 be the number of projects with issue comments
in the dataset and the project frequency pf ðwÞ the amount
of projects in the dataset that have issue comments that
contain w.


N
IPFðwÞ ¼ log
ð8Þ
pf ðwÞ
A low IPF shows that the word appears in many projects
and is domain unspecific. We assume that the clarification
classifier is domain unspecific, if words with higher
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supp(w) and conf(w) scores also have lower IPF(w) scores.
Figure 8 summarizes our findings. It shows the support of
the words in the stochastic model of the clarification
classifier. Words with high confidence (confðwÞ  0:7) are
indicated by a black point, the other words as gray points.
Words with higher support ([0.05) tend to have low
domain specificity. Table 8 gives examples of words in
three categories. The first category shows examples of
words from the lower right area in Fig. 8, which are
domain unspecific and valuable for identifying clarification. The second category shows examples from the upper
left area in Fig. 8. These words are very domain specific,
but were not important for distinguishing between clarification and other discussion events because of their low
support. The last category shows four out of five outliers
from the center of Fig. 8. A large number of words in this
category could threaten the domain independence of the

classifier. The examples of quot and br show that formatting with html tags indicates clarification and is much more
common in RTC than in the github projects. The examples
extracted and item show that two good indicators for
nonclarification events fall into this category.
In summary, the more important words for clarification
classification seem to be domain unspecific, suggesting that
other projects with similar verbosity in the discussions will
be able to reuse the classifier. Once run on their communication dataset, managers may decide to validate the
accuracy of the clarification classifier in a subset of the
discussion events. Our supporting tool V:ISSUE:LIZER allows
reclassification of misclassified discussion events and the
refinement of the classifier to support users in achieving
high accuracy at a fraction of the classification effort that
was necessary for its construction.
5.2.2 Reuse of pattern matcher

Fig. 8 Domain specificity and support of the words in the stochastic
model of the clarification classifier (black: confðwÞ  0:7, gray:
otherwise)

Table 8 Domain specificity of clarification classifier
w

suppðwÞ

confðwÞ

IPFðwÞ

Comment

Would

0:100

0:907

0:526

Valuables: high support,
low IPF, high
confidence

Like

0:083

0:907

0:503

That
Should

0:222
0:103

0:813
0:807

0:299
0:480

Oil

0:001

1

3:25

Advisor

0:015

0:810

3:680

mds

0:003

0:800

3:680

md6

0:014

0:762

3:476

Extracted

0:162

0:955

2:126

Quot

0:146

0:855

2:756

Item

0:210

0:783

1:411

br

0:219

0:772

1:998

Exotes: low support, high
IPF, high confidence

Outliers: high support,
medium IPF, high
confidence

Bold: indicators for other discussion events
Others: indicators for clarification
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After this automatic classification of discussion events, the
pattern matcher can be directly applied to match each
requirements discussion (i.e., its clarification trajectory) to
one of the six patterns from our pattern catalog (Fig. 2).
Nevertheless, there is value in managers validating the
relevance of the patterns identified in their projects after
applying our pattern matcher. The six patterns we identified
in the RTC project may be limited relative to other projects. In Fig. 6, we described a more complete pattern
space and other projects may seek to identify more patterns
than those we identified in our case study. The development of heuristics, related decision tree, and advanced
features in our pattern matcher to generate patterns in this
larger pattern space is future work.

6 Related work
There is a growing body of research that studies communication in requirements engineering. While most papers
identify problems in RE communication [3] or model
collaboration between stakeholders in requirements-centric
teams (e.g., [15]), only a few investigate the actual
instances and content of communication between stakeholders. Studies by Damian et al. [15] found that clarification of requirements and communication of changes are
the most predominant topics of discussions. Calefato et al.
[9] examined the content of requirements communication
to compare the level of common ground achieved in
computer-supported elicitations vs. negotiations and used
certain heuristics to identify clarification communication.
Another recent study in agile teams [1] observed verbal
communication about requirements in co-located agile
teams. The study revealed a number of communication
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practices related to memory, communication, and learning
in a process of shared conceptualization and which supported the team in its RE activities. Related is also a study
by Hoffmann et al. [20] that investigated how a multidisciplinary team established a shared understanding and
mental model during various requirements engineering
activities. In this paper, we analyze the content of
requirements-related communication as available in online
project repositories.
Our work also closely relates to research into automatic
classification of textual descriptions of requirements. Cleland-Huang et al. [13, 14] developed a technique for
detecting various types of nonfunctional requirements,
such as security, performance, and usability requirements,
from large requirements specifications. Their approach
trained a classifier to recognize a set of weighted indicator
terms, indicative of each type of requirement. Requirements are often specified using natural language, if only as
an intermediate solution before formal modeling. As natural language is inherently ambiguous [7], several
approaches have been proposed to automatically analyze
natural language requirements in order to support requirements engineers in creating good requirements specifications [11, 22, 26, 27]. Kof, Lee et al. worked on extracting
semantics from natural language texts [26, 27] to identify
ambiguities in requirements specifications and focused on
the semiautomatic extraction of an ontology from a
requirements document. Chantree et al. [11] described how
to detect nocuous ambiguities in natural language
requirements using word distribution in requirements to
train heuristic classifiers (i.e., how to interpret the conjunctions and/or in natural language). The process of creating the dataset is very similar to our work, i.e., the
collection and classification of realistic samples based on
the judgement of multiple experts to enhance the quality of
the dataset.
7 Conclusion
In this paper, we explored the potential value of analyzing
requirements discussions for providing managers with
information that helps identify requirements with problematic development, thus enhancing the effectiveness of
risk management in software projects. We described our
research approach of automatically identifying clarification
in requirements discussions and constructing clarification
trajectories. Our clarification classifier and pattern matcher

were empirically developed in the industrial case study of
IBM’s RTC project, in which we also identified the catalog
of six clarification patterns. Because the practical application of any research solution to an industrial need should be
understood in the context of real practice [8], we validated
our approach and catalog of clarification patterns with team
members and managers at IBM. We confirmed that the
clarification patterns are useful in spotting requirements
with problematic development but also identified additional project management factors that managers use in
deciding whether the information shown by our clarification trajectories indicates problematic requirements.
The patterns we obtained by analyzing the RTC communication data can be used by RE researchers to further
our understanding of requirements communication and
specifically clarifications in requirements discussions. For
example, requirements discussions that are classified using
our method can be used to formulate or test research
hypotheses about requirements communication and its
relationship to other project factors.
As an increasing number of projects are globally distributed and therefore forced to rely upon online communication mechanisms, this approach can lead to a more
effective and productive development environment in
which project managers are given up-to-date information
on potentially problematic requirements. Our approach and
its supporting classifiers are applicable to other software
projects, with the possibility of enriching the catalog of
clarification patterns. As future research endeavors, we
discussed the properties of a broader system of clarification
patterns and which could be explored through studying
clarification communication in a number of future projects.
We also discussed the applicability of our clarification
classifier and pattern matcher into other projects in which
project managers can use information in online communication repositories for risk management. We hope that
project managers and researchers alike will continue to
explore the benefits of analyzing clarification communication in software development.
Acknowledgments We thank the RTC team members and managers who provided clarifications on our dataset when needed, and later
participated in our interviews.

Appendix
See Table 9.
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Other

Since you’re not going to get to this for \milestone 1 [ ; I’ll take it back for
\milestone 2 [
Workitem \defect id [ was extracted from this workitem
Yes, I have planned time for this, sorry for the postponing...

Coordination III: Managing simultaneity constraints: synchronizing tasks between
actors. Taking possible times for an event(s). Allocating a time for a particular
event. Passing information about the time of an event

Coordination IV: Managing task/sub-task dependencies: Planning tasks and strategy
to achieve the overall goal

Coordination response: acknowledge a coordination item, e.g., that a task has been
performed
Solution engineering: contribute directly to the implementation of this requirement

A first draft of the wiki page is available: \url [
Adapting to new story work flow

Announcement: Announce something that is not directly related to coordination of
this workitem

Offtopic: Something unrelated to this workitem or the project in general

I have delivered changes for this to work on Windows. Need to make it work on
UNIX next

Note: We are reviewing this proposed change tomorrow at the 1pm EDT CC
Connector team meeting. If anyone would like to dial in, please let me know and I’ll
set up a call

Defect \defect id [ may report the same underlying issue, with a stack trace but
without the screen shot

Give context: add a screenshot or longer description to give a context for the
requirements

Coordination II: Managing producer/consumer relationships: The creation or
dissemination of information (e.g., announcing completion of stories)

Was not the point of this to allow the caller to decide if the exception should even
show in the TA? [...] My understanding was that the TA was to show process related
expected errors, such as [...]

Req. verification/validation: discuss whether a given requirement was understood
correctly

\name 2 [ ; can you attach in a screenshot of the ‘‘ClearCase Synchronized
Streams’’ view?

Based on discussions, the tactical requirement here is just to add this slot for
Permission Denied Exception

Req. documentation: give a report of the requirements discussed in this thread

Coordination I: Managing shared resources: Instructing or suggesting a person to
perform a task

I do care. When I have more than 1 conflict, I do [...] I would be interested in the hints
on the file in an outgoing changeset. I would likely then just open the compare
editor and verify my changes

Req. negotiation: discuss alternatives and priorities of requirements

A large oil company on the UK is very interested in this as well as they have a
heterogenous environment using both [...]

If I am not mistaken, we have two server machines. Why are two additional machines
needed? I would have expected only one additional machine would have been
needed

Some configuration details that may have been assumed that I would like to make
specific, explicitly suggestions for: [...]

Req. elicitation: add (or ask for) a requirement or a stakeholder

Clarification

Example comment in the RTC dataset

Req. interpretation: derive conclusions or sub-requirements from a given requirement

Sub-category

Category

Table 9 Classification scheme with examples from IBM case study
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